
SYMBOLIC and STATISTICAL 
LEARNING 
Master in Artificial Intelligence  



Course Information 

Teachers / tutors: 

 - Traian Rebedea – traian.rebedea@cs.pub.ro 

 - Costin Chiru – costin.chiru@cs.pub.ro  

Course: 

 - Thursday, 18-20, EC102 

Labs: 

 - Friday, 16-18, EG404 
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Grading 

- 60p – Activity during the semester 

- 45p – Project (teams of max. 4 students) 

- 15p – Course Assignment 

- 40p – Exam 

- Total: 100p 

- At least 50% of each category 

 

 



Projects 

- Working in teams of max. 4 students 

- Use a toolkit / API for Machine Learning and 
solve a problem 

- Implement some of the models / algorithms 
studied in the course 

- Compare results using different models, with 
different parameters and/or different 
implementations 



Projects (2) 

- The list of our suggested projects shall be posted on Moodle 

- You can also propose a topic for the project 
- Especially, if you are doing your research on ML 

- Combination with other course (e.g. SSL + NLP, SSL+AWS, SSL + 
Recommender Systems, SSL + IR, SSL + DM) 

- Resources – very important 
- Data / corpora: http://archive.ics.uci.edu/ml/ 

- Toolkit: e.g. WEKA http://www.cs.waikato.ac.nz/~ml/weka/index.html 

- Other: 
http://www.google.com/Top/Computers/Artificial_Intelligence/Machi
ne_Learning/Software/ 

 
 

 

http://archive.ics.uci.edu/ml/
http://www.cs.waikato.ac.nz/~ml/weka/index.html
http://www.google.com/Top/Computers/Artificial_Intelligence/Machine_Learning/Software/
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Syllabus (tentative) 

1) Introduction to Machine Learning  

2) Linear Models for Regression  

3) Linear Models for Classification  

4) Kernel Methods  

5) Sparse Kernel Machines (SVM, RVM) 

6) Bayesian Learning 

  

 



Syllabus (2) 

7) Expectation Maximization  

8) PCA, ICA  

9) HMM  

10) * Combining Learning Models  

  

* = tentative 



Suggested Readings 

- Textbook: 

- Christopher M. Bishop - Pattern Recognition and Machine 
Learning, Springer, 2006  

- Other: 

- Stuart Russell, Peter Norvig - Artificial Intelligence: A 
Modern Approach, Prentice Hall, 2009 

- Tom Mitchell - Machine Learning, McGraw Hill, 1997 

- Ian H. Witten, Eibe Frank - Data Mining: Practical Machine 
Learning Tools and Techniques, Elsevier, 2005 (… WEKA)  



Similar courses 

- Machine Learning @ Stanford 
http://www.stanford.edu/class/cs229/ 

- Interesting student projects in ML: 
http://www.stanford.edu/class/cs229/projects2009.html 

- Machine Learning @ MIT 
http://ocw.mit.edu/OcwWeb/Electrical-
Engineering-and-Computer-Science/6-867Fall-
2006/CourseHome/index.htm 

- Machine Learning @ CMU  
http://www-2.cs.cmu.edu/~guestrin/Class/10701/ 
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Adapted from Christopher M. Bishop 

PATTERN RECOGNITION  
AND MACHINE LEARNING 
CHAPTER 1: INTRODUCTION 



Example 

Handwritten Digit Recognition 



Machine Learning 

- Used in a wide range of domains: pattern recognition, NLP, 
IR, DM, other areas of IA, … almost everywhere 

- Several approaches: 
- Symbolic (discover rules in data, decision trees) 
- Connectionist (neural networks) 
- Statistical  

- Relies heavily on: 
- Algorithms 
- Mathematics (there is a math model in each ML technique) 
- Probabilities  
- Decision and information theory 
- Logics 
- … 



Key Concepts 

- Training set 

- Test set 

- Target vector (category if discrete) 

 

0.  Pre-processing / feature extraction 

1.  Training phase => model – function y(x) 

2.  Test phase => compare y(x) with correct target 

 

- Generalization 



Key Concepts (2) 

- If we have training data as (input vector, 
target) => supervised learning 
- If target is discrete: Classification 

- If target is continuous: Regression 

- If we have training data as (input vector) and 
no targets! => unsupervised learning 
- Clustering (similar examples) 

- Density estimation (distribution of data) 

- Visualization (reduce the number of dimensions) 



Key Concepts (3) 

- Reinforcement learning 

- Find actions that maximize the reward 

- No training examples: discover them by trial-and-
error 

- Interaction with the environment: states and 
actions, rewards and penalties 

- Credit assignment for each state and action 

- Trade-off between Exploration and Exploitation  



Polynomial Curve Fitting  



Sum-of-Squares Error Function 

Optimization problem: 
Choose w* so that E(w*) = min 



0th Order Polynomial 



1st Order Polynomial 



3rd Order Polynomial 



9th Order Polynomial 



Over-fitting 

Root-Mean-Square (RMS) Error: 



Polynomial Coefficients    



Solutions to Over-fitting 

- Number of examples in the training set 
should be at least an order of magnitude 
greater than the number of degrees of 
freedom of the model 

- Regularization  



Data Set Size:  

9th Order Polynomial 



Data Set Size:  

9th Order Polynomial 



Regularization 

Penalize large coefficient values 



Regularization:  



Regularization:  



Regularization:           vs.  



Polynomial Coefficients    



Probability Theory 

Apples and Oranges 



Probability Theory 

 

Marginal Probability 

 

 

 

 

Conditional Probability Joint Probability 
 



Probability Theory 

Sum Rule 

 

 

 

Product Rule 
 



The Rules of Probability 

 

Sum Rule 

 
Product Rule 



Bayes’ Theorem 

posterior  likelihood × prior 



Exercise 

- P (Box = Red) = 0.4 

- Compute: 

- Probability of selecting an apple/orange knowing 
that you select from the red/blue box ? 

- Probability that the selected fruit is an orange ? 

- Knowing that an orange has been selected, which 
is the probability that it is from the red box ?  



Exercise (2) 

- P(F=o|B=r) 

- P(F=o) 

- P(B=r|F=o)  

- P(B=b|F=o) 



Exercise (3) 

- 1/4 , 3/4 (B = r); 3/4 , 1/4 (B = b) 

- 9/20  

- 3/4 x 4/10 x 20/9 = 2/3 (B = r | F = o) 

- 1/3 (B = b | F = o) 



Probability Densities 



Transformed Densities 

Change of variable: 
- x = g(y) 
- f(x) => f’(y) = f(g(y)) 
- Jacobian factor 

Sum and product rules are 
similar for probability densities. 



Expectations 

Conditional Expectation 
(discrete) 

Approximate Expectation 
(discrete and continuous) 

Expectation of function f(x) under 
probability distribution p(x) 



Variances and Covariances 

Covariance = The extent to which x and y vary together (x, y – random vars) 

Cov[x, y] = 0 => x, y are uncorrelated 

x, y – independent => Cov[x, y] = 0 (the reverse is not necessary true) 



The Gaussian Distribution 



Gaussian Mean and Variance 



The Multivariate Gaussian 

D-dimensional vector x, μ 

DxD-dimensional matrix Σ – the covariance matrix 



Concepts 

- Data points that are drawn independently 
from the same distribution are said to be 
independent and identically distributed (i.i.d.) 

- P(X , Y) = P(X)P(Y) if X, Y are independent 

- Now, consider N observations of the scalar 
variable x that are independent and under the 
same Gaussian distribution (i.i.d.) 



Gaussian Parameter Estimation 

Likelihood function 



Maximum (Log) Likelihood 

Find the parameter values (μ, σ2) that maximize the likelihood function. 



Properties of          and  
The maximum likelihood estimate will obtain the correct mean but will 
underestimate the true variance by a factor (N − 1)/N. 

Biased 

Unbiased 



Bias 

- Bias is a term used to describe a tendency or 
preference towards a particular perspective, 
ideology or result, when the tendency interferes 
with the ability to be impartial, unprejudiced, or 
objective. http://en.wikipedia.org/wiki/Bias 

- The bias of an estimator is the difference between 
an estimator's expectation and/or variance and the 
true value of the parameter being estimated.  

- Bias related to over-fitting to the data 
- The bias of the maximum likelihood solution 

becomes less significant as the number N of data 
points increases 

http://en.wikipedia.org/wiki/Bias


Curve Fitting Re-visited 

x = (x1, … , xN)T and their corresponding target values t = (t1, … , tN)T 

x are drawn independent from the distribution p(t|x,w, β) 



Maximum Likelihood 

Maximizing likelihood is equivalent, so far as determining w is concerned, to 
minimizing the sum-of-squares error function. 
Determine            by minimizing sum-of-squares error,             . 

Use the training data {x, t} to determine the values of the unknown parameters w 
and β by maximum likelihood. 



Predictive Distribution 


