
PATTERN RECOGNITION  
AND MACHINE LEARNING 
CHAPTER 8: GRAPHICAL MODELS 



Bayesian Networks 

Directed Acyclic Graph (DAG) 



Important: Product Rule 

Joint Probability (Wikipedia): 



Bayesian Networks 

General Factorization 



Bayesian Networks 

- The relationship between a given directed 
graph and the corresponding distribution over 
the variables.  

The joint distribution defined by a graph: the 
product, over all of the nodes of the graph, of 
a conditional distribution for each node 
conditioned on the variables corresponding to 
the parents of that node in the graph. 



Bayesian Curve Fitting (1)  

Polynomial 



Bayesian Curve Fitting (2)  

Plate 



Bayesian Curve Fitting (3)  

Input variables and explicit hyperparameters 



Bayesian Curve Fitting (4) 

- In ML, some of the random variables are set 
to specific observed values 

- => observed variables 

- => the corresponding nodes are shadowed / 
colored in the graph 

 

- In our case: {tn} are observed variables 



Bayesian Curve Fitting (5) 

- Other variables are not observed 

- => latent (hidden) variable 

 

- In our case: w is a hidden variable 

 

- Having observed the values {tn} we can, if 
desired, evaluate the posterior distribution of 
the polynomial coefficients w 



Bayesian Curve Fitting —Learning 

Condition on data (Bayes theorem) 



Bayesian Curve Fitting - Observation 

- However, model parameters such as w are of 
little direct interest in themselves, because 
the goal is to make predictions for new input 
values 

- For a new input value x’, find corresponding 
probability distribution for t’ conditioned on 
the observed (training) data 

- => This graphical model is of interest to us 



Bayesian Curve Fitting —Prediction 

Predictive distribution:  

where 

Sum rule of probability 



Generative Models (1) 

- We wish to draw samples from a given 
probability distribution (until now samples 
have been distributed uniformly) 

- Present only one technique relevant for 
graphical models: ancestral sampling 

- Consider a joint distribution over k variables: 

 

- Goal: draw a sample                from this joint 
distribution  



Generative Models (2) 

- Assumption: the distribution can be expressed as a 
DAG with edges from the lowest labeled variables 
going to higher labeled ones 

- Start with the lowest numbered node and draw a 
sample from the distribution p(x1) => x1* 

- Then, work through each node in order, so that for 
node n draw a sample from the conditional 
distribution  
- Observation: the parent values are always available as they 

have already been sampled (correspond to lower 
numbered variables) 

- Finish when sampling xk => xk* 



Generative Models (3) 

- To sample for a marginal distribution 
corresponding to a subset of variables: 

- Compute a sample from the full joint distribution 

- Take the sample values for the required nodes 

- Discard the rest 

- Example: p(x2, x4) 



Generative Models - Remarks 

- In practice, higher-numbered variables 
correspond to observations, while the lower-
numbered ones correspond to latent variables 

- Primary role of the latent variables is to allow 
a complicated distribution over the observed 
variables to be represented in terms of a 
model constructed from simpler conditional 
distributions: 
- typically exponential family: Gaussian, etc. 

 



Generative Models 

Causal process for generating images 



Interpretation 

- Observed data: the image 

- Recognition task: image corresponds to what 
object? 

- Latent variables might have an interpretation 
as the position and orientation of the object 

- Given a particular observed image, our goal is 
to find the posterior distribution over objects, 
in which we integrate over all possible 
positions and orientations 



Interpretation (2) 

- This graphical model captures the causal process that 
generated the observed data 

- => Generative models 

- By contrast, the polynomial regression model is not 
generative because there is no probability 
distribution associated with the input variable x 
- Thus, it is not possible to generate synthetic data points 

from this model 

- We could make it generative by introducing a suitable prior 
distribution p(x), at the expense of a more complex model 



Interpretation (3) 

- The hidden variables in a probabilistic model need 
not have any explicit physical interpretation 

- may be introduced simply to allow a more complex joint 
distribution to be constructed from simpler components 

- In either case, the technique of ancestral sampling 
applied to a generative model mimics the creation of 
the observed data and would therefore give rise to 
‘fantasy’ data whose probability distribution would 
be the same as that of the observed data 

- if the model were a perfect representation of reality 



Discrete Variables (0) 

- Discrete variables that can take on one of K possible 
states that are mutually exclusive 

- Convenient representation is the 1-of-K scheme in 
which the variable is represented by a K-dimensional 
vector x in which one of the elements xk equals 1, 
the other elements are equal to 0 

 

- P(xk=1) = μk 

- => Distribution: 

- => only (K-1) values of μk are needed 

 

 



Discrete Variables (1) 

General joint distribution: K  2 { 1 parameters 

 

 

 

Independent joint distribution: 2(K { 1) parameters 

 



Example - parameters 



Remark 

- From a graphical perspective, we have 
reduced the number of parameters by 
dropping links in the graph, at the expense of 
having a restricted class of distributions 

- Graphs having intermediate levels of 
connectivity allow for more general 
distributions than the fully factorized one 
while requiring fewer parameters than the 
general joint distribution 

 



Discrete Variables (2) 

General joint distribution over M variables:  
KM { 1 parameters 

 

M -node Markov chain: K { 1 + (M { 1)  K(K { 1) 
parameters 



Sharing Parameters 

- Alternative way to reduce the number of 
independent parameters in a model is by sharing 
parameters (also known as tying of parameters) 

- Arrange that all of the conditional distributions 
p(xi|xi−1), for i = 2, . . . , M, are governed by the same 
set of K(K−1) parameters 

- Together with the K−1 parameters governing the 
distribution of x1, this gives a total of K2 − 1 
parameters that must be specified in order to define 
the joint distribution 

 



Sharing Parameters (2) 

- We can turn a graph over discrete variables 
into a Bayesian model by introducing Dirichlet 
priors for the parameters  

- From a graphical point of view, each node 
then acquires an additional parent 
representing the Dirichlet distribution over 
the parameters associated with the 
corresponding discrete node 



Discrete Variables: Bayesian Parameters (1) 



Dirichlet Distribution (Wikipedia) 

http://upload.wikimedia.org/wikipedia/commons/3/3e/Dirichlet_distributions.png


Discrete Variables: Bayesian Parameters (2) 

Shared prior 

Tying parameters 



Parameterized Conditional Distributions 

If                       are discrete,   
K-state variables,  
                                        in 
general has O(K M) 

parameters. 

The simpler parameterized form 
 
 
 
requires only M + 1 parameters   

One for each possible settings  

of the parent variables 

This is a more restricted form of conditional distribution than the general case 

but is now governed by a number of parameters that grows linearly with M 



Linear-Gaussian Models 

Directed Graph 

 

 

 
 

Vector-valued Gaussian Nodes 

Each node is Gaussian, the mean 
is a linear function of the parents. 
 



Linear-Gaussian Models (2) 

- The log of the joint distribution: 

 

 

- It is a quadratic function of the components of 
x, and hence the joint distribution p(x) is a 
multivariate Gaussian 

- Determine the mean and covariance of the 
joint distribution recursively 



Linear-Gaussian Models (3) 

- Each variable xi has (conditional on the states 
of its parents) a Gaussian distribution: 

 

- where εi is a zero mean, unit variance 
Gaussian random variable satisfying: 

- E[εi] = 0 and  

- E[εi εj] = Iij 

 

 



Linear-Gaussian Models (4) 

 

- Thus, compute the components of: 

 

- Start from the lower-numbered variables 



Linear-Gaussian Models (5) 

- Consider 2 extreme cases 

- Case 1: No links in the graph=> D isolated 
nodes 

- There are no wij, only bi and vi 

- The joint distribution has a total of 2D 
parameters and represents a set of D 
independent univariate Gaussian distributions 

 



Linear-Gaussian Models (6) 

- Case 2: Fully connected graph in which each 
node has all lower numbered nodes as 
parents 

- The matrix (wij)  1 <= i, j <= D is a lower triangular 
matrix => D(D-1) / 2 elements 

- The covariance matrix has D(D+1)/2 
independent parameters 

 



Linear-Gaussian Models (6) 

- Graphs having some intermediate level of 
complexity correspond to joint Gaussian 
distributions with partially constrained 
covariance matrices 

 



Conditional Independence 

a is conditionally independent of b given c 

 

 

Equivalently 

 

 

Notation 

Remember! 
Product rule 

This says that the variables a and b are statistically independent, given c. 

The definitions must hold for every possible value of c, and not just for some values. 



Conditional Independence (2) 

- Conditional independence properties play an 
important role in using probabilistic models for ML  
- simplifying the structure of a model 

- less computations needed to perform inference and 
learning under that model 

- Important and elegant feature of graphical models is 
that conditional independence properties of the joint 
distribution can be read directly from the graph 
without having to perform any analytical 
manipulations 

- d-separation, where the ‘d’ stands for ‘directed’ 



Conditional Independence: Example 1 

None of the variables are observed 

In general, this does not factorize into the product p(a)p(b) 



Conditional Independence: Example 1 

Remember! 
Bayes Theorem 



Example 1: Interpretation 

- Simple graphical interpretation of this result by 
considering the path from node a to node b via c.  

- The node c is said to be tail-to-tail with respect to 
this path because the node is connected to the tails 
of the two arrows, and the presence of such a path 
connecting nodes a and b causes these nodes to be 
dependent 

- When we condition on node c, the conditioned node 
‘blocks’ the path from a to b and causes a and b to 
become (conditionally) independent 



Conditional Independence: Example 2 



Conditional Independence: Example 2 



Example 2: Interpretation 

- Interpret these results graphically 

- The node c is said to be head-to-tail with 
respect to the path from node a to node b. 
Such a path connects nodes a and b and 
renders them dependent 

- If we now observe c, then this observation 
‘blocks’ the path from a to b and so we obtain 
the conditional independence property 



Conditional Independence: Example 3 

 

 

 

 

 

 

 

 

 

 

 

Note: this is the opposite of Example 1, with c unobserved. 



Conditional Independence: Example 3 

 

 

 

 

 

 

 

 

 

 

 

Note: this is the opposite of Example 1, with c observed. 

In general, this does not factorize into the product p(a|c)p(b|c) 



Example 3: Interpretation 

- Interpret these results graphically 

- Node c is head-to-head with respect to the path from 
a to b because it connects to the heads of the two 
arrows. When node c is unobserved, it ‘blocks’ the 
path, and the variables a and b are independent  

- However, conditioning on c ‘unblocks’ the path and 
renders a and b dependent 

- Generalization: Then it can be shown that a head-to-
head path will become unblocked if either the node, 
or any of its descendants, is observed 



Interpretation Conclusions 

- In summary, a tail-to-tail node or a head-to-
tail node leaves a path unblocked unless it is 
observed in which case it blocks the path  

- By contrast, a head-to-head node blocks a 
path if it is unobserved, but once the node, 
and/or at least one of its descendants, is 
observed the path becomes unblocked 

- An unblocked path means dependence 
between the variables at the end of the path 



“Am I out of fuel?” 

B = Battery (0=flat, 1=fully charged) 
F = Fuel Tank (0=empty, 1=full) 
G = Fuel Gauge Reading 
  (0=empty, 1=full) 

and hence 

Before we observe any data, the prior probability of the fuel tank being empty 



“Am I out of fuel?” 

Suppose that we observe the fuel gauge  
and discover that it reads empty, i.e., G = 0 

= ? 



“Am I out of fuel?” 

Probability of an empty tank increased by observing G   = 0.  

Suppose that we observe the fuel gauge  
and discover that it reads empty, i.e., G = 0 



“Am I out of fuel?” 

Next suppose that we also check the state  
of the battery and find that it is flat, i.e., B = 0. 
  
We have now observed the states of both  
the fuel gauge and the battery. 

= ? 



“Am I out of fuel?” 

Next suppose that we also check the state  
of the battery and find that it is flat, i.e., B = 0. 
  
We have now observed the states of both  
the fuel gauge and the battery. 

= ? 



“Am I out of fuel?” 

Probability of an empty tank reduced by observing B   = 0.  
This referred to as “explaining away”. 

Next suppose that we also check the state  
of the battery and find that it is flat, i.e., B = 0. 
  
We have now observed the states of both  
the fuel gauge and the battery. 



“Am I out of fuel?” – Conclusions  

- The state of the fuel tank and that of the battery 
have indeed become dependent on each other as a 
result of observing the reading on the fuel gauge 

- In fact, this would also be the case if, instead of 
observing the fuel gauge directly, we observed the 
state of some descendant of G 

- The probability p(F = 0|G = 0,B = 0)  = 0.111 is 
greater than the prior probability p(F = 0) = 0.1 
because the observation that the fuel gauge reads 
zero still provides some evidence in favour of an 
empty fuel tank 



Another Example - Wikipedia 

- Two events which could cause grass to be wet: the sprinkler is on or it's raining.  

- Also, suppose that the rain has a direct effect on the use of the sprinkler:  

when it rains, the sprinkler is usually not turned on 

- The situation can be modeled with a Bayesian network  

http://en.wikipedia.org/wiki/File:SimpleBayesNet.svg


Another Example - Wikipedia 

- Q: "What is the probability that it is raining, 
given the grass is wet?"  

 



Another Example - Wikipedia 

- A: 

 



D-separation 
• A, B, and C are non-intersecting subsets of nodes in a 

directed graph. 
• A path from A to B is blocked if it contains a node such that 

either 
a) the arrows on the path meet either head-to-tail or tail-

to-tail at the node, and the node is in the set C, or 
b) the arrows meet head-to-head at the node, and 

neither the node, nor any of its descendants, are in the 
set C. 

• If all paths from A to B are blocked, A is said to be d-
separated from B by C.  

• If A is d-separated from B by C, the joint distribution over 
all variables in the graph satisfies                       . 



D-separation: Example 



D-Separation: Remarks 

- For the purposes of d-separation, parameters such as α and σ2 indicated 
by small filled circles, behave in the same was as observed nodes.  

- However, there are no marginal distributions associated with such nodes 
=> parameter nodes never themselves have parents and so all paths 
through these nodes will always be tail-to-tail and hence blocked.  

- Consequently they play no role in d-separation. 



D-separation: I.I.D. Data 
In practice, we observe D = {x1, . . . , xN} and our goal is to infer μ 



Interpretation 

- Using d-separation, we note that there is a 
unique path from any xi to any other xj=i  

- This path is tail-to-tail with respect to the 
observed node μ  

- => Every such path is blocked and so the 
observations D = {x1, . . . , xN} are independent 
given μ 



D-separation: I.I.D. Data 
In practice, we observe D = {x1, . . . , xN} and our goal is to infer μ 



Interpretation (2) 

- However, if we integrate over μ, the 
observations are in general no longer 
independent 

- μ is a latent variable, because its value is not 
observed 



Another example 

- Thus, conditioned on the polynomial 
coefficients w, the predictive 
distribution for t^ is independent of 
the training data {t1, . . . , tN} 

- We can therefore first use the 
training data to determine the 
posterior distribution over the 
coefficients w and then we can 
discard the training data and use the 
posterior distribution for w to make 
predictions of t^ for new input 
observations x^ 



Directed Graphs as Distribution Filters 



The Markov Blanket 

Factors independent of xi cancel 

between numerator and denominator. 

The conditional distribution of xi, conditioned on all the remaining variables in the 
graph, is dependent only on the variables in the Markov blanket. 
 
It is not sufficient to include only the parents and children of node xi because the 
phenomenon of explaining away means that observations of the child nodes will not 
block paths to the co-parents. 



Markov Random Fields 
- For directed graphs, it was possible to test whether a particular 

conditional independence property holds by applying a graphical 
test called d-separation.  
 

- Testing whether or not the paths connecting two sets of nodes 
were ‘blocked’.  
 

- The definition of blocked, however, was somewhat subtle due to 
the presence of paths having head-to-head nodes.  
 

- Define an alternative graphical semantics for probability 
distributions such that conditional independence is determined by 
simple graph separation.  
 

- This is indeed the case and corresponds to undirected graphical 
models (Markov random fields, Markov network) – this way the 
asymmetry between parent and child nodes is removed. 



Consider all possible paths from any 

node in A to any node in B. If all paths 

pass through at least one node in C, 

then the paths are ‘blocked’   

Markov Random Fields 

Markov Blanket 

All the paths from the node 

to the rest of the graph are 

‘blocked’ by its neighbors 

 the node is independent 

of the rest of the graph 

given its neighbors. 



Cliques and Maximal Cliques 

Clique 

Maximal Clique 

How can we express p(x)? How can we 
transform it in products? 
 
-2 nodes that are not connected by a 
link are conditionally independent given 
all other nodes in the graph: 
 
 

-xi and xj do not appear in the same 
factor for the conditional independence 
property to hold 
 

-We have to consider the cliques from 
the graph! (the nodes from the clique 
must be part of the same factor!) 



Joint Distribution 
 

 

where                   ≥ 0 is the potential over maximal clique C (unlike for DAG, the 
potentials don’t have specific probabilistic interpretation – greater flexibility in 
choosing them, but how to choose one instead of other and why?).  

 

Z is the normalization coefficient (the partition function); note: M nodes, each with 
K states  M K-state variables  KM terms in Z          Difficult to compute! 

 

It is convenient to express               like:           . 

 

Where E(xC) is called the energy function and exp{- E(xC)} is called the Boltzmann 
distributions. 

 

The joint distribution is defined by product of potentials  total energy is the sum 
of the energy of all maximal cliques. 



Illustration: Image De-Noising (1) 

Original Image 
– noise free 

xi∊{-1,1} 

Noisy Image – 
obtained by randomly 

flipping the sign of 
pixels with small 

probability (yi∊{-1,1}) 

Given the noisy 
image, 

reconstruct the 
original one 



Illustration: Image De-Noising (2) 
Noise level – small  strong correlation between xi and yi and between xi and xj.  
We can represent the problem using a Markov random field model: 

2 types of cliques: each of 2 variables: 
{xi, yi} : – η*xi*yi – energy to express 
correlation between the two pictures 
{xi, xj} : – β*xi*xj – energy to express 
correlation between two neighboring pixels 
– η & – β because we want low energy when 
the next 2 factors have the same sign. 
 
 

Bias for the 
pixels in the 
noise-free img 

  the joint distribution between x and y is: 



Illustration: Image De-Noising (3) 

Noisy Image Restored Image – using ICM 
(Iterated Conditional Modes) 

We have y and we want to find x so that p(x|y) to be maximized  Ising model 
 
ICM: Init xi = yi. Then we take a node xj and set it to both values {-1,1} and evaluate the 
total energy. Xj is set to the state with lower energy, and the process continues with 
another point until a stopping criterion is satisfied.  



Illustration: Image De-Noising (4) 

Restored Image (Graph cuts) – 
99% accuracy 

Restored Image (ICM) – 96% 
accuracy 

Problem with ICM  we might end up in a local global  
to get to the global maximum, use graph-cuts algorithm 



Converting Directed to Undirected Graphs (1) 



Converting Directed to Undirected Graphs (2) 

x1-4 must be in the same clique  need additional links 

 Add extra links between all pairs of parents of the 
node x4 (moralization)  the moral graph 

moralization 

Moral 
graph 



Directed vs. Undirected Graphs (1) 
By moralization, we discarded some conditional independence from the DAG. 
 The two graphs can express different conditional independence properties  

DAGs that can 
perfectly 
represent a 
probability 

Undirected graphs 
that can perfectly 
represent a 
probability 

DAG that can be 
perfectly represented 
as undirected graphs  



Directed vs. Undirected Graphs (2) 

Can’t be perfectly 
represented as 
undirected graph 

Can’t be perfectly 
represented as DAG 



Simplest Inference in Graphical Models 

When observing y, we can consider p(x) to be a prior distribution over x and to 
try to determine the posterior distribution over x (p(x|y)).  

Joint distribution p(x,y): 



N variables, each having K states    consists of a K2 table 
P(x) comprises of (N-1)K2 parameters.  
 
P(xn) is a sum over all xi ≠ xn: 
 
 
If we evaluate p(x) and then make the summations  KN values  we substitute 
p(x) and rearrange terms convenient 
 

Inference on a Chain 



Inference on a Chain 

Only one Depending on xN 

Only one Depending on x2 

Only one Depending on xN-1 

Each 
summation 
removes a 
variable from 
the distribution 
(‘eliminates’ a 
node from the 
graph) 

Complexity O(NK2) 



Inference on a Chain 

A message sent fwd 
along the chain 
from xn-1 to xn. 

A message sent bkw 
along the chain to 
xn from xn+1. 

Interpretation: 



Inference on a Chain 

  needs only O(K) operations 

  we can do this for every xi  needs O(N2K2) 
operations  lots of computation is done 
multiple time  we can optimize this: 

Each of the messages sent to xn comprises a set of K values, 

one for each choice of xn. 



Inference on a Chain (message passing) 

To compute local marginals (O(NK2)): 

• Launch a message from x1 and propagate it forward 
to node xN.  

(Compute and store all forward messages,             ). 

• Launch a message from xN and propagate it forward 
to node x1.  

(Compute and store all backward messages,            ).  

• Compute Z at any node xn: 
 

• Compute for all variables: 

 



Inference on a Chain 

If there are some observed variables, their 
corresponding variables are simply clamped 
to their observed values and there is no 
summation. 

 

If we wish to compute the joint distribution for 
two neighboring nodes  :: 
 

 We can compute any joint distribution. 



Trees 

Undirected Tree Directed Tree Polytree 



Factor Graphs 

Allow a global function of several variables to be expressed as a 
product of factors over subsets of those variables by introducing new 
nodes representing the factors  the factorization becomes more 
explicit: 

xs = a subset of variables 

Can be joined, since they act over the same variables 



Factor Graphs from Undirected Graphs 

fa(x1,x2)fb(x1,x3)fc(x2,x3) 



Factor Graphs from Directed Graphs 



Factor Graphs from Polytrees 

Transformations of polytrees to undirected graphs lead to cycles due 
to the moralization. Transformations of polytrees to factor graphs 
preserve the tree-structure it is essential for performing efficient 
inference: 

Polytree Polytree –> undirected graph Polytree –> factor graph 



The Sum-Product Algorithm (1) 

The algorithm works on factor graphs  we first 
convert the original graph into a factor graph so 
that we can deal with both directed and 
undirected models using the same framework. 

Objective: 

i. to obtain an efficient, exact inference algorithm for 
finding marginals applicable to tree-structured graphs; 

ii. in situations where several marginals are required, to 
allow computations to be shared efficiently. 

Key idea: Distributive Law 



The Sum-Product Algorithm (2) 
How to find the marginal p(x) for particular variable node x? 

Interchange summations and 

products in order to obtain an 

efficient algorithm 

Xs = set of variable 

connected to x via 

fs. 

 

Fs(x,Xs) represents 

the product of all 

the factors in the 

group associated 

with factor fs. 



The Sum-Product Algorithm (3) 

Interpretation: messages from the 

factor nodes fs to the variable node x. 



The Sum-Product Algorithm (4) 

In order to evaluate these messages Fs(x,Xs): 



The Sum-Product Algorithm (5) 

Interpretation: messages from the 
variable nodes to factor nodes. 



The Sum-Product Algorithm (6) 

The sum-product algorithm can be viewed purely in terms of messages sent 

out by factor nodes to other factor nodes. In this example, the outgoing 

message shown by the blue arrow is obtained by taking the product of all the 

incoming messages shown by green arrows, multiplying by the factor fs, and 

marginalizing over the variables x1 and x2. 



The Sum-Product Algorithm (7) 

Initialization: 



The Sum-Product Algorithm (8) 

We have two distinct kinds of message: 
 1. from factor nodes to variable nodes   
 2. from variable nodes to factor nodes 
 
1. To evaluate the message sent by a factor node to a variable node: 
 - take the product of the incoming messages along all other links 

coming into the factor node; 
 - multiply by the factor associated with that node; 
 - marginalize over all of the variables associated with the 

incoming messages. 
 
     A factor node can send a message to a variable node once it has 

received incoming messages from all other neighbouring variable 
nodes. 



The Sum-Product Algorithm (9) 
2. To evaluate the message sent by a variable node to a factor node 

take the product of the incoming messages along all of the other 
links. 

  
     A variable node can send a message to a factor node once it has 

received incoming messages from all other neighbouring factor 
nodes. 

 
The marginal that we try to compute is given by the product of 

incoming messages along all of the links arriving at that node, 
each of them being computed recursively. 

 
The recursion starts by considering the node x the root of the tree 

and beginning from the leaves and propagating the messages: 
 - if the leaves are variables:  
 - if the leaves are factor nodes:  
 



The Sum-Product Algorithm - Summary 

To compute local marginals: 
• Pick an arbitrary node as root; 
• Compute and propagate messages from the leaf nodes 

to the root, storing received messages at every node; 
• Compute and propagate messages from the root to the 

leaf nodes, storing received messages at every node; 
• Compute the product of received messages at each 

node for which the marginal is required, and normalize 
if necessary. 
 

OBSERVATIONS: 
• algorithm is in fact independent of which node was 

designated as the root; 
• Complexity is twice the complexity for one variable. 



Sum-Product: Example (1) 



Sum-Product: Example (2) 



Sum-Product: Example (3) 



Sum-Product: Example (4) 



The Max-Sum Algorithm (1) 

Objective: an efficient algorithm for finding  

i. the value xmax that maximises p(x); 

ii. the value  of p(xmax). 
 

In general, maximum marginals  joint maximum. 

P(x=0)=0.6 P(x=1)=0.4 

P(y=0)=0.7 P(y=1)=0.3 



The Max-Sum Algorithm (2) 

Maximizing over a chain (max-product) 

 

 

 

 

 

 



The Max-Sum Algorithm (3) 

Generalizes to tree-structured factor graph: 

 

 

maximizing as close to the leaf nodes as possible. 

 

The messages are sent from leaves to root and the 
algorithm works recursively, identically as the sum-
product  except the summations are replaced by 
maximizations  max-product 

 



The Max-Sum Algorithm (4) 

Max-Product  Max-Sum 

For numerical reasons, use 

 

 

Again, use distributive law  

 



The Max-Sum Algorithm (5) 

Initialization (leaf nodes): 

 

Recursion: 

 

 

 



The Max-Sum Algorithm (6) 

Termination (root node): 

 

 

 

Back-track, for all nodes i with l factor nodes 
to the root (l=0)   

 

 

 



The Max-Sum Algorithm (7) 

Example: Markov chain 

 



The Max-Sum Algorithm - Summary 
To compute xmax that maximizes p(xmax): 

• Pick an arbitrary node as root; 
• Compute and propagate messages from the leaf nodes to the 

root, storing received messages at every node; 
• If the message is sent from a factor node f to a variable node x, 

then a maximization is performed over all other variable nodes x1, . 
. . , xM that are neighbours of that factor node.  The chosen values 
are saved in order to be able to backtrack later to them. 

• If the message is sent from a variable node x to a factor node f, 
then a summation is performed over all received values. 

• Backtrack from          using the stored values to assign 
consistent maximizing states        . 
 

OBSERVATION: 
• Algorithm is in fact independent of which node was 

designated as the root; 



The Junction Tree Algorithm 

• Exact inference on general graphs. 

 

• Works by turning the initial graph into a 
junction tree and then running a sum-
product-like algorithm. Details about how to 
build the junction tree can be found @ page  
416 (section 8.4.6). 

 

• Intractable on graphs with large cliques. 



Loopy Belief Propagation 

• Sum-Product on general graphs. 

 

• Initial unit messages passed across all links, 
after which messages are passed around 
until convergence (not guaranteed!). 

 

• Approximate but tractable for large graphs. 

 

• Sometime works well, sometimes not at all. 


